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Abstract

LoRaWAN has become a widely adopted communication technology for Internet of Things
applications because of its long-range communication capability and low power con-
sumption. However, resource-constrained LoRaWAN networks remain vulnerable to
physical-layer attacks such as jamming and battery-depletion attacks. This paper in-
vestigates architectural compression and Knowledge Distillation (KD) for lightweight
multi-attribute Physical Layer Authentication (PLA) in LoRaWAN networks. A higher-
capacity Teacher model is used to train progressively smaller Student models, and three
Student-training strategies—Direct training, Hard-KD, and Soft-KD—are systematically
compared to determine whether Teacher supervision provides an advantage beyond archi-
tectural compression alone. The framework uses the Received Signal Strength Indicator
(RSSI), altitude, and the battery level as input attributes and is evaluated offline using a
device-aware semi-synthetic dataset derived from the publicly available Brno LoRaWAN
dataset. The resulting dataset contains Normal Communication, Jamming Attack, and
Battery Depletion Attack traffic. The experimental results show that Student (8) preserves
a classification performance close to that of the Teacher across all three training strate-
gies, achieving Macro F1-scores of 90.619 ± 0.056% for Direct training, 90.591 ± 0.069%
for Hard-KD, and 90.626 ± 0.083% for Soft-KD, compared with 91.007% for the Teacher.
Student (8) reduces the number of trainable parameters from 2435 to 59 (97.6%) and the se-
rialised model size from 46.65 KB to 2.80 KB (94.0%), while exhibiting a substantially higher
measured batch-processing throughput under the evaluated CPU-based implementation.
A feature-ablation analysis further indicates that the RSSI and battery level provide the
dominant discriminatory information, while the altitude provides a smaller but measurable
contextual contribution. The comparable performance of Direct, Hard-KD, and Soft-KD
demonstrates that KD does not consistently outperform direct training for the evaluated Stu-
dent architectures; rather, architectural compression itself accounts for much of the retained
performance. These findings demonstrate that compact Student architectures can substan-
tially reduce the model complexity while preserving a strong classification performance
within the evaluated multi-attribute PLA framework, supporting the further investigation
of lightweight network-side security mechanisms for LoRaWAN deployments.
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Internet of Things (IoT); machine learning; lightweight artificial intelligence; jamming
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1. Introduction
The rapid expansion of the Internet of Things (IoT) has enabled billions of intercon-

nected devices to support applications including environmental monitoring, smart agricul-
ture, industrial automation, healthcare, and smart cities [1]. Many of these applications rely
on Low-Power Wide-Area Network (LPWAN) technologies that provide long-range com-
munication while maintaining low power consumption and low deployment costs. Among
the available LPWAN technologies, LoRaWAN has become one of the most widely adopted
communication protocols because of its scalability, long-range connectivity, and suitability
for battery-powered devices operating in resource-constrained environments [2–4]. As
LoRaWAN is increasingly adopted in critical infrastructures, ensuring secure, reliable, and
scalable communication has become a fundamental research challenge.

Although LoRaWAN incorporates cryptographic mechanisms to provide device au-
thentication and data confidentiality, these protections operate primarily at the network and
application layers and, therefore, offer a limited defence against attacks targeting the physical
layer [5–8]. Physical-layer attacks, including spoofing, jamming, replay, and battery-depletion
attacks, can significantly degrade the communication reliability, reduce the network availabil-
ity, and shorten the device lifetime. Moreover, the limited computational capability, memory,
and energy resources associated with IoT environments restrict the use of computationally
intensive security mechanisms. Consequently, recent research has advocated complementing
conventional cryptographic approaches with lightweight physical-layer security mechanisms
capable of detecting malicious wireless behaviour [6–10].

PLA provides an additional layer of defence by exploiting the characteristics of wire-
less transmissions and device behaviour that can assist in distinguishing legitimate from
malicious communication. Unlike conventional authentication methods that rely solely
on cryptographic credentials, PLA can incorporate physical-layer and device-related in-
formation into the authentication process. Recent surveys show that machine-learning
and deep-learning techniques have substantially advanced PLA by enabling an intelligent
analysis of complex communication patterns and multiple physical-layer attributes [7–9].
More recently, generative artificial intelligence has been investigated for physical-layer au-
thentication, including fingerprint augmentation, reconstruction, denoising, and robustness
enhancement [10].

Building on these developments, our previous work proposed a multi-attribute PLA
framework for LoRaWAN that combines the RSSI, battery level, and altitude to detect
spoofing attacks using machine-learning and deep-learning techniques [11]. This frame-
work was subsequently extended to detect jamming and battery-depletion attacks using the
same multi-attribute authentication strategy [12]. The results demonstrated the feasibility
of combining communication and device-related attributes for LoRaWAN attack detection.
However, those studies primarily focused on authentication and attack-detection perfor-
mance rather than the systematic reduction of model complexity. Even when inference
is performed at the network-side infrastructure rather than directly on an end device,
reducing the model complexity can decrease the storage requirements and computational
overhead while improving the processing efficiency.

The increasing adoption of lightweight machine learning and Edge AI has strength-
ened the interest in executing intelligent processing closer to where data are generated while
reducing the communication and computational overhead. At the same time, Tiny Machine
Learning (TinyML) has demonstrated the feasibility of executing compact machine-learning
models on highly resource-constrained embedded platforms. Developments in lightweight
machine learning, Edge AI, and TinyML have, therefore, highlighted the importance of
reducing the model complexity through techniques such as compact architecture design,
pruning, quantisation, and knowledge transfer [13–16]. Although the present study eval-
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uates network-side rather than embedded-device inference, these developments provide
broader motivation for investigating computationally efficient machine-learning models
for large-scale IoT security.

Among the techniques proposed for model compression, Knowledge Distillation (KD)
transfers predictive information from a higher-capacity Teacher model to a compact Student
model. The classical formulation introduced by Hinton et al. [17] uses softened output
probabilities to convey information about the Teacher’s relative confidence across classes.
KD has subsequently been investigated extensively in areas including computer vision and
object detection [18] and has developed into a broader family of model-compression and
knowledge-transfer techniques [19]. Teacher–Student learning has also been investigated
in resource-aware Edge-AI and federated-learning environments [20].

However, strong performance from a distilled Student does not necessarily demon-
strate that KD itself is responsible for the retained performance. A compact architecture
may already possess sufficient representational capacity to learn the classification task
directly from the original ground-truth labels. Consequently, evaluating a distilled Stu-
dent without an equivalent directly trained Student baseline does not establish whether
any observed benefit results specifically from KD or from architectural compression itself.
This distinction is particularly important when assessing lightweight models intended for
computationally efficient security applications.

This work addresses that issue by investigating whether the previously developed
multi-attribute LoRaWAN PLA model can be substantially compressed while preserving
the classification performance within the multi-attribute PLA framework and whether KD
provides measurable benefits beyond the direct training of the same compact architectures.
A higher-capacity Multi-Layer Perceptron (MLP) is used as the Teacher, while progressively
smaller Student MLPs containing 8, 4, and 2 hidden neurons are evaluated. For each
Student architecture, three training strategies are compared: Direct training using the
original ground-truth labels, Hard-KD using Teacher-generated class labels, and Soft-
KD using softened Teacher output distributions together with ground-truth supervision.
Student experiments are repeated across five random seeds to assess the performance
stability under increasing architectural compression. In addition, feature-ablation and
computational-efficiency analyses are conducted to examine attribute contribution and the
trade-off between the predictive performance and model complexity.

The main contributions of this work are summarised as follows:

• A controlled comparison of Direct, Hard-KD, and Soft-KD training is conducted using
identical compact Student architectures, enabling the effect of Teacher supervision to be
distinguished from architectural compression alone. The results show that KD does not
consistently outperform Direct training for the evaluated Student architectures, indicating
that architectural compression itself accounts for much of the retained performance.

• Three progressively compressed Student architectures containing 8, 4, and 2 hid-
den neurons are evaluated across five random seeds to quantify the classification-
performance retention, stability, and minority-class detection under increasing archi-
tectural compression.

• A feature-ablation analysis quantifies the individual and combined contributions of the
RSSI, altitude, and battery level, showing that the RSSI and battery level provide the
dominant discriminatory information while the altitude contributes a comparatively
modest additional benefit.

• A computational-efficiency evaluation quantifies reductions in the trainable param-
eters and serialised model size together with the CPU-based inference latency and
throughput, providing an offline assessment of the performance–complexity trade-off
under the evaluated computational environment.
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The remainder of this paper is organised as follows. Section 2 reviews the related work
on LoRaWAN security, PLA, lightweight artificial intelligence, and KD. Section 3 presents
the proposed lightweight multi-attribute PLA approach, dataset preparation, training
strategies, and Teacher–Student architectures. Section 4 presents the experimental results,
including the classification performance, feature-ablation analysis, and computational
efficiency. Finally, Section 5 concludes the paper and discusses the principal findings
and limitations.

2. Related Work
Recent research has substantially advanced LoRaWAN security through developments

in physical-layer security, machine-learning-based authentication, and lightweight artificial
intelligence. This section reviews research on the LoRaWAN security and physical-layer
threats, PLA, and lightweight model optimisation, with particular emphasis on KD, and
identifies the research gap addressed by the present study.

2.1. LoRaWAN Security and Physical-Layer Threats

LoRaWAN security has traditionally relied on cryptographic mechanisms imple-
mented at the network and application layers to provide authentication, integrity, and
confidentiality [5,6]. Although these mechanisms are essential for protecting network
communication, they do not directly prevent all attacks affecting the radio channel or
network availability. Furthermore, the resource constraints associated with IoT devices
have motivated the development of lightweight authentication mechanisms that seek to
provide effective security while limiting computational and communication overhead [21].

Physical-layer threats present an additional challenge because they can affect wireless
communication independently of the validity of higher-layer cryptographic credentials.
Jamming, for example, can disrupt legitimate transmissions by interfering with the radio
channel, while other availability-oriented attacks can increase communication or energy
consumption and reduce the device lifetime. Reviews of LoRaWAN physical-layer attacks
have identified jamming and related threats as important security concerns and have
highlighted the need for complementary countermeasures [22].

Physical-layer security has therefore been investigated as an additional defence mech-
anism for wireless and IoT networks. Rather than replacing conventional cryptographic
protection, physical-layer techniques exploit the characteristics of wireless signals, chan-
nels, or device behaviour to provide additional information for identifying anomalous or
unauthorised communication [7,8]. This complementary role is particularly relevant to
LoRaWAN, where communication reliability can be affected by both malicious interference
and variations in the wireless environment.

2.2. Physical Layer Authentication and Machine-Learning-Based Approaches

PLA provides an additional authentication and security mechanism by exploiting
physical-layer or device-related characteristics associated with wireless transmissions [7–9].
Depending on the application, PLA techniques may use attributes such as the RSSI, Channel
State Information (CSI), carrier-frequency characteristics, or Radio Frequency Fingerprinting
(RFF) to distinguish legitimate devices and communication behaviour from anomalous or
malicious activity [7–9].

A major challenge for physical-layer authentication is that wireless characteristics
can be affected by environmental and deployment conditions. Channel variation, receiver
hardware, physical location, protocol configuration, and other operating conditions may
influence learned signal representations and, consequently, affect model generalisation.
The experimental research on LoRa device fingerprinting has demonstrated that changes
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in network deployment conditions can substantially affect the performance of learned
device fingerprints, illustrating the importance of robustness when applying physical-layer
characteristics in practical environments [23].

Radio Frequency Fingerprinting represents a prominent branch of PLA in which
distinctive transmitter characteristics are used to identify wireless devices. Traditional and
deep-learning-based RFF techniques have demonstrated considerable potential for device
identification, although challenges remain in relation to environmental variation, receiver
dependence, dataset construction, scalability, and generalisation [24]. These challenges
motivate the investigation of complementary attributes that are not dependent on a single
radio-frequency characteristic.

Machine-learning and deep-learning methods have extended PLA beyond manually
defined thresholds and statistical decision rules by learning discriminative patterns from
the communication data. Recent surveys classify machine-learning-based PLA approaches
according to tasks such as device identification and attack detection and highlight the
increasing use of learning-based techniques for modelling complex physical-layer char-
acteristics [8,9]. Generative artificial intelligence has also recently been investigated for
physical-layer authentication, including applications involving fingerprint augmentation,
reconstruction, denoising, and robustness enhancement [10].

Research has increasingly considered the use of multiple communication and device-
related attributes rather than relying on a single physical-layer characteristic. Combining
complementary attributes can provide a broader representation of communication be-
haviour and reduce the dependence on any individual signal characteristic [8,9]. Building
on this direction, our previous work proposed a multi-attribute PLA framework for Lo-
RaWAN incorporating the RSSI, battery level, and altitude for spoofing detection [11]. The
framework was subsequently extended to jamming and battery-depletion attack detection
using a semi-synthetic LoRaWAN dataset [12].

Broader security analyses of LoRaWAN have similarly demonstrated that the protocol
is exposed to security risks across multiple layers and that effective protection requires
the consideration of both protocol-level and wireless-channel threats [25]. These findings
further motivate complementary security mechanisms capable of incorporating commu-
nication and device-related information without replacing the cryptographic protections
already provided by LoRaWAN.

Our previous studies established the feasibility of the multi-attribute PLA approach,
but their primary objective was authentication and attack-detection capability rather than
the systematic compression of the classification model [11,12]. Consequently, the present
study addresses a different question: whether the classification model can be substantially
reduced in complexity while maintaining its predictive performance, and whether KD
provides an advantage over directly training an equivalent compact architecture.

2.3. Lightweight AI and Knowledge Distillation for IoT

The increasing use of machine learning in IoT has motivated substantial research
into efficient inference on platforms with limited memory, computational capability, and
energy resources. Edge AI moves intelligent processing closer to the data source, while
TinyML focuses particularly on executing compact machine-learning models on resource-
constrained embedded platforms [13–16]. Research in these areas has highlighted the
model complexity, memory requirements, execution efficiency, and hardware constraints
as important considerations for practical machine-learning deployment.

A range of techniques can be used to reduce the machine-learning complexity, in-
cluding compact architecture design, pruning, quantisation, and KD. KD differs from
direct parameter-reduction techniques by transferring predictive information from a higher-

https://doi.org/10.3390/fi18090462

https://doi.org/10.3390/fi18090462


Future Internet 2026, 18, 462 6 of 24

capacity Teacher model to a smaller Student model. In the classical formulation introduced
by Hinton et al. [17], temperature-scaled output probabilities expose information about
the Teacher’s relative confidence across classes and can be used as additional supervision
during Student training.

KD has subsequently been investigated extensively in computer-vision applications,
including object detection [18], and has evolved into a broader family of model-compression
and knowledge-transfer techniques [19]. Teacher–Student learning has also been incor-
porated into resource-aware Edge-AI and federated-learning frameworks, demonstrat-
ing its applicability to distributed and computationally constrained learning environ-
ments [20]. Collectively, these studies demonstrate the potential of Teacher–Student learn-
ing when a compact model is required to approximate the predictive behaviour of a
higher-capacity model.

However, a strong performance from a compact Student does not by itself demonstrate
that KD is responsible for that performance. A reduced architecture may already possess
sufficient representational capacity to learn the underlying classification task directly from
the original ground-truth labels. Consequently, evaluating a distilled Student without an
equivalent directly trained Student baseline makes it difficult to distinguish the benefit of
Teacher supervision from the effect of architectural compression itself.

Despite the extensive research on KD and lightweight machine learning more gen-
erally, comparatively little attention has been given to controlled KD evaluation within
multi-attribute PLA for LoRaWAN. Our previous studies established multi-attribute PLA
for spoofing, jamming, and battery-depletion detection [11,12], but did not systematically
compare directly trained compact models with hard- and soft-distilled counterparts. The
present work addresses this gap by comparing Direct, Hard-KD, and Soft-KD training
across progressively compressed Student architectures while retaining the same underlying
LoRaWAN PLA task. In addition, repeated-seed evaluation, feature-ablation analysis, and
CPU-based computational benchmarking are used to assess the performance stability, at-
tribute contribution, and performance–complexity trade-off without assuming operational
embedded-hardware deployment.

3. Methodology
This section describes the methodology used to develop and evaluate the lightweight

multi-attribute PLA approach for LoRaWAN networks. It presents the overall system
architecture, dataset preparation, feature extraction, threat model, Teacher–Student learning
process, and the evaluation methodology used to assess both classification performance
and computational efficiency.

3.1. Proposed Framework and System Architecture

The proposed approach investigates architectural compression and alternative training
strategies for developing lightweight multi-attribute PLA models for LoRaWAN networks.
The approach operates at the LoRaWAN Network Server (NS), where communication
records received from end devices are analysed using three attributes: RSSI, altitude, and
battery level. These attributes are jointly used to distinguish among Normal Communica-
tion, Jamming Attack, and Battery Depletion Attack traffic.

In the context of this study, PLA is used as a complementary physical-layer-assisted se-
curity mechanism rather than as a conventional device-identity authentication mechanism.
The classification task does not attempt to verify the cryptographic identity of an individual
LoRaWAN end device. Instead, it evaluates whether the observed multi-attribute com-
munication behaviour is consistent with Normal Communication or with the behavioural
signatures associated with Jamming or Battery Depletion attacks. Accordingly, the term
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PLA in this work refers to the use of physical-layer and device-related attributes within a
complementary security framework for attack-state classification at the Network Server.

The threat model considered in this study focuses on availability-oriented at-
tacks whose effects are observable through the attributes available at the Network
Server. Jamming represents an adversarial condition in which interference disrupts le-
gitimate LoRaWAN communication and is reflected through anomalous received-signal
behaviour [12,22]. Battery Depletion represents an adversarial condition intended to
accelerate device energy consumption and is reflected through abnormal battery-level
behaviour [12]. The framework does not assume that these attacks compromise LoRaWAN
cryptographic credentials or impersonate the identity of a legitimate end device. Rather, it
uses the selected physical-layer and device-related attributes to identify communication be-
haviour that is inconsistent with the Normal class. In the evaluated semi-synthetic dataset,
these attack effects are represented through packet-level metadata rather than through
direct waveform-level measurements or operational over-the-air attack execution [12].

The overall framework follows a Teacher–Student architecture. A higher-capacity
MLP, referred to as the Teacher model, is first trained offline using the ground-truth class
labels. The knowledge captured by the trained Teacher is then used to guide the training of
a substantially smaller Student model. The objective is to determine whether the reduced-
capacity Student can retain classification performance close to that of the Teacher while
requiring substantially fewer trainable parameters and less storage.

To determine whether any observed performance is attributable specifically to KD
rather than simply to the capacity of the smaller neural network, three Student-training
strategies are considered in the revised framework. First, Direct training trains the Stu-
dent using the original ground-truth labels and, therefore, provides the principal non-KD
baseline. Second, Hard-label KD trains the Student using the Teacher’s predicted class
labels obtained through the argmax of its output probabilities. Third, Soft-label KD uses
the Teacher’s class-probability distribution together with the ground-truth labels, allowing
the Student to exploit information about the Teacher’s relative confidence across the three
classes. Comparing these strategies enables the contribution of KD to be distinguished
from the effect of model compression alone.

The Teacher is used only during offline training and is not required during Student
inference. Following training, the lightweight Student model is evaluated as the inference
model at the Network Server. This separation ensures that the computational requirements
of the Teacher and the distillation procedure are confined to the offline training stage. The
present study therefore evaluates the feasibility of reducing the complexity of the PLA
classifier while retaining classification performance under the evaluated Network-Server-
oriented inference setting.

Figure 1 illustrates the overall system architecture, including LoRaWAN end devices,
gateways, the Network Server, the offline Teacher-training stage, and the lightweight Stu-
dent model used for classification. The experimental evaluation is conducted offline using
the semi-synthetic dataset described in Section 3.2; consequently, deployment on opera-
tional LoRaWAN hardware is not claimed in this study. Deployment on more constrained
platforms, including gateway-level or end-device implementations, remains a potential
direction for future investigation.
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Figure 1. Proposed multi-attribute PLA framework for LoRaWAN, showing the conceptual Network
Server inference stage and the offline Direct, Hard-KD, and Soft-KD Student-training strategies.

3.2. Dataset Preparation and Feature Engineering

This study uses the semi-synthetic LoRaWAN dataset developed and validated in
our previous work on multi-attribute PLA for detecting jamming and battery-depletion
attacks [12]. Rather than constructing a new dataset, the present study reuses the same
dataset to investigate whether model compression and KD can reduce model complexity
while preserving classification performance. The contribution of the present work therefore
concerns lightweight model optimisation rather than the development of a new dataset or
attack-generation mechanism. The complete processed semi-synthetic dataset used in the
present study is publicly available through Zenodo [26].

The dataset was originally derived from the publicly available LoRaWAN Traffic Analy-
sis Dataset [27], which contains communication records collected from operational LoRaWAN
deployments, including measurements from Brno in the Czech Republic. The original dataset
includes device identifiers and radio-related attributes such as RSSI, Signal-to-Noise Ratio
(SNR), and Spreading Factor (SF). As described in our previous study [12], these communica-
tion traces were extended through a device-aware semi-synthetic augmentation process that
preserved the original device structure, transmission order, and empirical radio characteristics
while incorporating additional spatial, energy, and temporal attributes.

More specifically, augmentation was performed at the individual-device level while
preserving transmission order. Each device was assigned an initial battery level, with
approximately 65% of devices initialised within the 90–98% range and a minority initialised
at lower levels to represent partially depleted nodes. The battery level was subsequently
decreased incrementally over successive transmissions to represent normal energy con-
sumption. Each device was also assigned a fixed installation altitude between 2.0 and
10.0 m, with small zero-mean Gaussian perturbations introduced to represent measurement
variability [12].

Availability-related attack conditions were introduced using the behavioural, dataset-
driven procedure described in [12]. Jamming behaviour was represented through anoma-
lous RSSI patterns intended to emulate interference effects observable at the receiver, while
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Battery Depletion behaviour was represented through accelerated energy consumption
and abnormal battery-level reduction relative to normal depletion. These attack conditions
were introduced at the packet-record level and were designed to represent attack effects
observable from metadata available at the Network Server rather than direct waveform-
level measurements or operational over-the-air attack execution. The augmentation and
attack-labelling procedures were applied within the device-aware dataset construction
process described in [12].

The resulting dataset contains 230,296 communication records from 1921 LoRaWAN
devices and represents three traffic classes: Normal Communication, Jamming Attack,
and Battery Depletion Attack. The overall class distribution comprises 208,255 Normal
records (90.43%), 11,112 Jamming records (4.83%), and 10,929 Battery Depletion records
(4.75%). The same previously developed semi-synthetic dataset is reused in the present
study, while the experimental partitioning and feature configuration described below are
applied specifically for the current comparative evaluation.

The semi-synthetic augmentation and attack labelling were performed before the
experimental partitioning. The resulting augmented dataset was subsequently divided
using the device-aware splitting procedure described below, with device address used
as the grouping variable. Consequently, all records associated with a given device were
assigned exclusively to one of the training, validation, or test partitions, including its
augmented records. Explicit overlap checks confirmed zero shared device identifiers across
the three partitions, thereby preventing device-level leakage between training, validation,
and test data.

For the experiments in this study, three attributes were selected as the input features:
RSSI, altitude, and battery level. RSSI represents radio propagation behaviour observed
at the receiver, altitude provides contextual information associated with the physical
deployment of a device, and battery level represents device energy status. Together,
these attributes provide complementary radio, contextual, and energy-related information.
Although the augmented dataset also contains additional radio and temporal attributes,
including SNR, SF, Battery Drop Speed (BDS), Event Step, and Time Rank, these attributes
are not included in the feature vector used for the KD experiments reported in this study.

Unlike RSSI, altitude and battery level are device-related contextual attributes rather
than direct radio measurements. The present study assumes their availability as represented
in the evaluated semi-synthetic dataset and does not independently assess their integrity
against malicious manipulation. Protecting or independently validating such device-reported
attributes therefore remains an important consideration for operational deployment.

The input feature vector associated with the i-th communication record is therefore
defined as follows:

Xi = [RSSIi, Altitudei, BLi] (1)

where RSSIi, Altitudei, and BLi denote the received signal strength, altitude, and battery
level associated with communication record i, respectively. The overall dataset preparation
and feature-engineering procedure is illustrated in Figure 2.

To prevent device-specific information leakage, dataset partitioning was performed
by device rather than by individual communication record. The 1921 devices were parti-
tioned using a fixed device-aware split, with approximately 70% of the devices assigned
to the training set and the remaining devices divided between the validation and test sets.
This resulted in 1344 training devices, 288 validation devices, and 289 test devices. All
communication records belonging to a particular device were retained within the same
partition. Consequently, a device represented in the training set could not appear in either
the validation or test set. The resulting record-level and class distributions are reported in
Table 1.
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Figure 2. Dataset preparation and feature-engineering workflow, including semi-synthetic augmenta-
tion, feature selection, standardisation, and device-aware partitioning.

Table 1. Device-aware dataset partition and class distribution used in the experiments.

Partition Records Devices Normal Jamming Battery
Depletion

Training 177,221 1344 160,292
(90.45%)

8493
(4.79%) 8436 (4.76%)

Validation 28,040 288 25,329
(90.33%)

1391
(4.96%) 1320 (4.71%)

Test 25,035 289 22,634
(90.41%)

1228
(4.91%) 1173 (4.69%)

Overall 230,296 1921 208,255
(90.43%)

11,112
(4.83%) 10,929 (4.75%)

Explicit device-overlap checks confirmed zero overlap between the training and
validation sets, zero overlap between the training and test sets, and zero overlap between
the validation and test sets. This device-aware partitioning strategy provides a more
stringent evaluation than random record-level splitting because the models are evaluated
using communication records generated by devices that were not observed during training.
It also reduces the risk that model performance is artificially inflated through the presence
of records from the same physical device in both the training and evaluation partitions.

Following partitioning, the continuous input features were standardised using statis-
tics calculated exclusively from the training partition. The resulting transformation param-
eters were subsequently applied unchanged to the validation and test partitions. Thus,
neither validation nor test information contributed to the estimation of preprocessing pa-
rameters, preventing preprocessing-related information leakage. The same fixed device
partitions and preprocessing procedure were used for the Teacher model and for the Di-
rect, Hard-KD, and Soft-KD Student experiments, ensuring that differences between the
evaluated training strategies were not caused by variations in the underlying training or
evaluation data.

To further assess whether the classification performance depended disproportionately
on any individual attribute, a feature-ablation analysis was conducted. The Teacher architec-
ture was evaluated using each feature individually (RSSI, altitude, and battery level), each
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pairwise combination (RSSI + altitude, RSSI + battery level, and altitude + battery level),
and the complete three-feature configuration. Each configuration was evaluated using the
same five random seeds as the main experiments, and performance was summarised using
the mean and standard deviation. This analysis provides an empirical assessment of the
individual and complementary contributions of the selected attributes. The corresponding
results are presented in Section 4.

3.3. Teacher–Student Learning and Knowledge Distillation

The proposed approach employs a Teacher–Student learning strategy to investigate
whether a compact neural network can retain the classification capability of a higher-capacity
model. Both the Teacher and Student operate on the same three input features—RSSI, altitude,
and battery level—and classify each communication record as Normal Communication,
Jamming Attack, or Battery Depletion Attack.

The Teacher model is first trained offline using the ground-truth class labels. Once
trained, the Teacher is used to provide supervisory information for the KD-based Student
models. To distinguish the effect of knowledge transfer from the effect of model com-
pression alone, three Student-training strategies are evaluated: Direct training, Hard-label
Knowledge Distillation (Hard-KD), and Soft-label Knowledge Distillation (Soft-KD). The
same Student architectures, device-aware data partitions, preprocessing procedure, and
validation protocol are used across the three strategies, so that the primary difference is the
source and form of supervision provided during Student training.

Direct Student Training. Direct training provides the non-KD baseline. The Student is
trained directly using the original ground-truth class labels without receiving information
from the Teacher. The training objective is as follows:

LDirect = CE(zS, y) (2)

where LDirect denotes the Direct Student training loss, CE denotes the cross-entropy loss
function, zS represents the output logits produced by the Student, and y denotes the original
ground-truth class label. Direct training therefore measures the classification capability of
the compressed Student architecture without knowledge transfer from the Teacher.

Hard-Label KD. In Hard-KD, the trained Teacher predicts a class for each training
observation. The Teacher-generated hard label is obtained by selecting the class with the
highest predicted probability. This Teacher prediction is denoted by yT . The Student is then
trained using yT as its target instead of the original ground-truth label y. The Hard-KD
training objective is as follows:

LHardKD = CE(zS, yT) (3)

where LHardKD denotes the Hard-KD training loss, CE denotes the cross-entropy loss
function, zS represents the Student output logits, and yT denotes the hard class label
predicted by the trained Teacher model.

Thus, Direct training uses the original ground-truth label y, whereas Hard-KD uses the
Teacher-generated label yT . Hard-KD transfers the Teacher’s final classification decisions
to the Student but does not preserve information contained in the Teacher’s probabilities
for the non-selected classes.

Soft-Label KD. Soft-KD retains additional predictive information compared with
Hard-KD by using the complete class-probability distribution produced by the Teacher. Fol-
lowing the conventional knowledge-distillation principle introduced by Hinton et al. [17],
a temperature parameter is used to soften the probability distributions employed for
knowledge transfer.
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In the present implementation, the Teacher provides class probabilities rather than
internal logits. Let pT denote the original class-probability distribution produced by the
Teacher. The temperature-scaled Teacher distribution is calculated as follows:

p(T)T = so f tmax
(

log(pT)

T

)
(4)

where p(T)T denotes the temperature-scaled Teacher probability distribution, (pT) denotes
the original Teacher class-probability distribution, T denotes the temperature parameter,
log(.) denotes the natural logarithm, and so f tmax(.) converts the scaled values into a
probability distribution.

The corresponding temperature-scaled Student probability distribution is obtained
from the Student logits:

p(T)S = so f tmax
( zS

T

)
(5)

where p(T)S denotes the temperature-scaled Student probability distribution, zS represents
the Student output logits, and T is the same temperature parameter applied to the Teacher
and Student distributions.

A temperature greater than one produces a softer probability distribution, thereby
exposing information about the Teacher’s relative confidence across the three classes rather
than transferring only its highest-probability decision [17].

The complete Soft-KD training objective is defined as follows:

LSo f tKD = αLGT + (1 − α)T2LKD (6)

where LSo f tKD denotes the total Soft-KD training loss, LGT denotes the loss calculated using
the original ground-truth labels, LKD denotes the knowledge-distillation loss between the
Teacher and Student probability distributions, α controls the relative contribution of the
two loss components, and T denotes the distillation temperature. The T2 term provides the
conventional temperature-related scaling used in KD [17].

The ground-truth component is as follows:

LGT = CE(zS, y) (7)

where LGT denotes the ground-truth classification loss, CE denotes cross-entropy, zS repre-
sents the Student output logits, and y denotes the original ground-truth label.

The knowledge-distillation component is as follows:

LKD = KL
(

p(T)T , p(T)S

)
(8)

where LKD denotes the knowledge-distillation loss, KL denotes the Kullback–Leibler diver-
gence, pT

T denotes the temperature-scaled Teacher probability distribution, and pT
S denotes

the temperature-scaled Student probability distribution. The KL-divergence term mea-
sures the difference between the Teacher and Student softened output distributions and
encourages the Student to approximate the Teacher distribution.

For the experiments reported in this study, the Soft-KD parameters were set to α = 0.5
and T = 3.0. Student optimisation was performed using the Adam optimiser with a learning
rate of 0.001 and a batch size of 1024. Training was permitted for a maximum of 100 epochs,
with early stopping using a patience of 10 epochs. At the end of each epoch, the Macro
F1-score was evaluated on the fixed validation partition, and the model state achieving the
highest validation Macro F1-score was retained. The same optimisation, early-stopping,
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and model-selection procedures were applied consistently across Direct, Hard-KD, and
Soft-KD Student training.

3.4. Teacher and Student Model Architectures

The proposed approach employs Teacher and Student models based on MLP architec-
ture. Both models operate on the same three-feature input representation comprising RSSI,
altitude, and battery level, as described in Section 3.2, and perform multi-class classification
into three traffic categories: Normal Communication, Jamming Attack, and Battery Deple-
tion. The use of a common input representation and output classification task ensures that
differences in performance can be attributed to model capacity and training strategy rather
than differences in the underlying feature space.

The Teacher is implemented using the scikit-learn MLP classifier with two hidden
layers containing 64 and 32 neurons, respectively, and Rectified Linear Unit (ReLU) activa-
tion functions. Optimisation is performed using the Adam solver, with training permitted
for a maximum of 500 iterations. For the repeated experiments, the Teacher random state
is set to the corresponding experimental seed (42–46). The Teacher is trained using the
original ground-truth class labels and the original imbalanced training distribution; no
class weighting, oversampling, or undersampling is applied. No explicit early-stopping
procedure is used for the Teacher, and optimisation terminates according to the convergence
behaviour of the scikit-learn implementation or when the maximum number of iterations
is reached. Once trained, the Teacher provides the supervisory information required by
the Hard-KD and Soft-KD strategies described in Section 3.3 and is not required during
Student inference.

The Student models are implemented as compact MLP architectures containing a
single hidden layer. Three progressively smaller Student configurations are evaluated:
Student (8), Student (4), and Student (2), containing 8, 4, and 2 hidden neurons, respectively.
These configurations provide increasing levels of architectural compression relative to the
Teacher and enable the relationship between model capacity and classification performance
to be systematically investigated.

For each Student architecture, the training strategies described in Section 3.3 are
applied under the same data-partitioning and preprocessing conditions. Direct training uses
the original ground-truth labels and provides the non-KD reference for the corresponding
Student architecture. Hard-KD trains the Student using the hard class labels predicted
by the trained Teacher, whereas Soft-KD combines the original ground-truth supervision
with information contained in the Teacher’s softened class-probability distribution. This
controlled comparison enables the effect of the Student architecture to be distinguished
from the effect of knowledge transfer.

The reduction in network size substantially decreases the number of model param-
eters relative to the Teacher architecture. For an MLP with fully connected layers, the
total number of trainable parameters is determined by the weights and biases connecting
consecutive layers. Based on the three input features and three output classes used in this
study, the Teacher (64, 32) architecture contains 2435 trainable parameters. In comparison,
Student (8), Student (4), and Student (2) contain 59, 31, and 17 trainable parameters, re-
spectively. Student (8), for example, therefore uses approximately 97.6% fewer trainable
parameters than the Teacher while retaining the same three-feature input and three-class
output structure.

The architectural reduction is intended to decrease model storage and computational
requirements while preserving classification performance. However, architectural size
alone does not establish practical efficiency. Accordingly, the experimental evaluation also
measures serialised model size, training time, inference latency, and inference throughput.
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These measurements are reported separately in Section 4 together with the classification
results, allowing the performance–efficiency trade-off of the compressed Student models to
be assessed empirically rather than inferred solely from parameter counts. The architectural
configurations and corresponding trainable parameter counts of the Teacher and Student
models are summarised in Table 2.

Table 2. Teacher and Student model architectures used in the experimental evaluation.

Model Input Features Hidden Layer
Architecture Output Classes Trainable

Parameters

Teacher MLP 3 (64, 32) 3 2435
Student (8) 3 (8) 3 59
Student (4) 3 (4) 3 31
Student (2) 3 (2) 3 17

4. Experimental Results and Evaluation
This section presents the experimental evaluation of the proposed lightweight PLA

framework. The evaluation focuses on three complementary aspects. First, the classification
performance of the Teacher and compressed Student architectures is examined under Direct,
Hard-KD, and Soft-KD training to determine whether KD provides an advantage beyond
architectural compression alone. Second, feature-ablation analysis is used to assess the
individual and complementary contributions of the RSSI, altitude, and battery level. Third,
the computational efficiency of the resulting models is evaluated in terms of model size,
training time, inference latency, and throughput. Together, these experiments assess the
trade-off between classification performance, model compression, training strategy, and
computational efficiency.

4.1. Classification Performance

The classification performance of the proposed approach was evaluated using the fixed
device-aware training, validation, and test partitions described in Section 3.2. The evaluation
was designed to distinguish the effect of architectural compression from the effect of KD.
Accordingly, the Student architectures were evaluated using Direct, Hard-KD, and Soft-KD
training, while the higher-capacity Teacher model served as the reference classifier.

To account for variability arising from neural-network initialisation and stochastic
optimisation, each Student configuration was evaluated across five random seeds (42,
43, 44, 45, and 46) while maintaining the same fixed device-aware data partitions. The
results are therefore reported as the mean and standard deviation across the five runs. The
classification performance was assessed using accuracy, Macro F1-score, Macro AUC-OVR,
and class-specific recall. The Macro F1-score is particularly informative in the present
evaluation because the dataset is strongly imbalanced, with Normal Communication
accounting for approximately 90% of the observations.

Table 3 presents the classification performance of the Teacher and the three Student
architectures under the different training strategies.

The Teacher achieved an Accuracy of 97.847%, a Macro F1-score of 91.007%, and a
Macro AUC-OVR of 89.860%. Among the Student (8) configurations, all three training
strategies produced performance close to the Teacher. The mean Macro F1-scores were
90.626 ± 0.083% for Soft-KD, 90.619 ± 0.056% for Direct training, and 90.591 ± 0.069%
for Hard-KD. The differences among these three values are very small, providing no
evidence of a meaningful performance advantage from KD over direct training for the
8-neuron Student.
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The Teacher predictions differed from the original ground-truth labels for approx-
imately 2.21% of the training samples. This relatively low disagreement indicates that
Hard-KD largely reproduces the original supervision, with only a small proportion of
training targets differing as a result of the Teacher’s decision boundary.

Table 3. Classification performance of the Teacher and Student models under Direct, Hard-KD, and
Soft-KD training. Student Accuracy, Macro F1, and Macro AUC-OVR results are reported as mean ±
standard deviation across five random seeds, while class-specific recall values are reported as means.
For the Teacher, metrics with no observed variation across repeated evaluations are reported as mean
values only, while Macro AUC-OVR is reported as mean ± standard deviation because variability
was observed for this metric.

Model Training Accuracy (%) Macro F1 (%) Macro AUC-OVR (%)
Normal
Recall

(%)

Jamming
Recall

(%)

Battery
Recall

(%)

Teacher Ground
Truth 97.847 91.007 89.860 ± 0.228 99.912 76.026 80.853

Student (8) Direct 97.760 ± 0.012 90.619 ± 0.056 89.495 ± 0.214 99.916 75.489 79.471
Student (8) Hard-KD 97.754 ± 0.015 90.591 ± 0.069 89.241 ± 0.066 99.914 75.635 79.216
Student (8) Soft-KD 97.762 ± 0.018 90.626 ± 0.083 89.608 ± 0.219 99.916 75.489 79.506
Student (4) Direct 96.287 ± 3.283 78.881 ± 26.199 82.961 ± 14.460 99.930 60.456 63.495
Student (4) Hard-KD 94.818 ± 4.022 67.093 ± 32.187 77.826 ± 15.929 99.946 45.440 47.553
Student (4) Soft-KD 92.671 ± 4.503 55.523 ± 30.749 72.983 ± 15.323 99.222 29.772 32.123
Student (2) Direct 92.618 ± 2.017 49.420 ± 16.221 74.488 ± 17.780 99.973 15.098 31.867
Student (2) Hard-KD 93.358 ± 3.078 55.405 ± 24.719 74.446 ± 17.804 99.962 15.081 47.877
Student (2) Soft-KD 91.877 ± 2.010 43.563 ± 16.306 70.870 ± 15.919 99.981 0.000 31.697

A different pattern is observed under stronger architectural compression. Student (4)
exhibited substantially greater variability across the five random seeds. Direct training
achieved a mean Macro F1-score of 78.881 ± 26.199%, compared with 67.093 ± 32.187%
for Hard-KD and 55.523 ± 30.749% for Soft-KD. The large standard deviations indicate
that the 4-neuron architecture is considerably more sensitive to random initialisation and
optimisation than Student (8).

Further compression to Student (2) resulted in a pronounced reduction in classification
performance. Hard-KD produced the highest mean Macro F1-score among the Student (2)
configurations at 55.405 ± 24.719%, compared with 49.420 ± 16.221% for Direct training
and 43.563 ± 16.306% for Soft-KD. Although Hard-KD produced the highest mean Macro
F1-score within this highly compressed architecture, all Student (2) configurations remained
substantially below the performance of Student (8) and exhibited considerable variability
across runs. In particular, the class-specific results indicate a severe degradation in minority-
class detection under the most aggressive compression settings.

To provide a more detailed assessment of the class-specific behaviour, Table 4 reports
the precision, recall, F1-score, and false-positive rate (FPR) for the Teacher and the selected
Student (8) configurations. These results complement the aggregate metrics in Table 3 and
provide a direct assessment of minority-class detection and false-positive behaviour.

The detailed class-specific results show that the Teacher and all Student (8) variants
maintain a very high precision and recall for Normal Communication, while the main
performance reduction occurs in the minority Jamming and Battery Depletion classes. The
three Student (8) training strategies exhibit closely comparable class-specific precision,
recall, F1-score, and FPR values, reinforcing the aggregate results in Table 3 that neither
Hard-KD nor Soft-KD provides a consistent advantage over Direct training. The higher
FPR observed for the Normal class reflects its one-vs-rest formulation, in which the com-
paratively small Jamming and Battery Depletion populations constitute the negative class;
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consequently, this value should not be interpreted as the overall false-alarm rate of the
three-class classifier.

Table 4. Per-class classification performance of the Teacher and Student (8) models. Results are
reported as mean ± standard deviation across five experimental runs.

Model Training Class Precision (%) Recall (%) F1-Score (%) FPR (%)

Teacher Ground Truth Normal 97.841 ± 0.000 99.912 ± 0.000 98.866 ± 0.000 20.783 ± 0.000
Teacher Ground Truth Jamming 98.419 ± 0.001 76.026 ± 0.045 85.785 ± 0.029 0.063 ± 0.000
Teacher Ground Truth Battery Depletion 97.432 ± 0.001 80.853 ± 0.047 88.371 ± 0.029 0.105 ± 0.000

Student (8) Direct Normal 97.741 ± 0.013 99.916 ± 0.000 98.816 ± 0.007 21.774 ± 0.126
Student (8) Direct Jamming 98.512 ± 0.000 75.489 ± 0.000 85.477 ± 0.000 0.059 ± 0.000
Student (8) Direct Battery Depletion 97.490 ± 0.008 79.471 ± 0.259 87.563 ± 0.160 0.101 ± 0.000
Student (8) Hard-KD Normal 97.735 ± 0.018 99.914 ± 0.002 98.813 ± 0.008 21.824 ± 0.174
Student (8) Hard-KD Jamming 98.473 ± 0.053 75.635 ± 0.203 85.556 ± 0.110 0.061 ± 0.002
Student (8) Hard-KD Battery Depletion 97.482 ± 0.005 79.216 ± 0.153 87.405 ± 0.095 0.101 ± 0.000
Student (8) Soft-KD Normal 97.742 ± 0.019 99.916 ± 0.000 98.817 ± 0.010 21.758 ± 0.190
Student (8) Soft-KD Jamming 98.512 ± 0.000 75.489 ± 0.000 85.477 ± 0.000 0.059 ± 0.000
Student (8) Soft-KD Battery Depletion 97.491 ± 0.012 79.506 ± 0.389 87.584 ± 0.241 0.101 ± 0.000

To further illustrate the class-specific error patterns, Figure 3 presents the confusion
matrix for the directly trained Student (8) from a representative experimental run (seed 42).
The matrix shows that Normal Communication is identified with a very high reliability,
with only 19 of 22,634 Normal samples misclassified. The dominant residual errors arise
from minority attack samples being classified as Normal, including 288 Jamming samples
and 231 Battery Depletion samples. This behaviour is consistent with the class-specific
recall values reported in Tables 3 and 4 and reflects the challenge posed by the strongly
imbalanced class distribution.

Figure 3. Confusion matrix for the directly trained Student (8) model from the representative
experimental run using seed 42. Rows indicate the ground-truth classes and columns indicate the
predicted classes.

The relationship between Student capacity, training strategy, and run-to-run variability
is illustrated in Figure 4.
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Figure 4. Macro F1-score comparison of Direct, Hard-KD, and Soft-KD training across the Student
architectures. Bars represent the mean performance across five random seeds (42, 43, 44, 45, and 46),
and error bars indicate ± one standard deviation. The dashed horizontal line represents the Teacher
Macro F1-score (91.007%).

Figure 4 highlights two distinct behaviours. First, Student (8) remains close to the
Teacher reference under all three training strategies, and its very small error bars demon-
strate stable performance across the five random seeds. The marginal differences among
Direct, Hard-KD, and Soft-KD indicate that the 8-neuron architecture possesses sufficient
capacity to learn the classification task effectively even without KD.

Second, the substantially larger error bars observed for Student (4) and Student (2)
demonstrate an increasing run-to-run instability as the model capacity is reduced. This
suggests that aggressive architectural compression, rather than the choice of distillation
strategy alone, becomes the dominant limitation for the smallest Student models. KD
therefore does not consistently compensate for the insufficient Student capacity. Among
the evaluated architectures, Student (8) provides the most favourable balance between
classification performance, stability, and architectural compression.

4.2. Feature-Ablation Analysis

To assess the contribution of the selected input attributes, a feature-ablation analysis
was conducted using the Teacher architecture. As described in Section 3.2, the model was
evaluated using each feature individually, each pairwise feature combination, and the
complete three-feature configuration comprising the RSSI, altitude, and battery level. The
same fixed device-aware training, validation, and test partitions were maintained across all
configurations, and each experiment was repeated across five random seeds (42, 43, 44, 45,
and 46). The results are presented in Table 5.

The feature-ablation results reveal distinct and complementary contributions from
the RSSI and battery level. The RSSI alone provided a useful discrimination of Jamming
attacks, achieving a Jamming recall of 67.573%, but failed to identify Battery Depletion
attacks. Conversely, battery level alone achieved a Battery Depletion recall of 69.548% but
produced zero recall for Jamming attacks. These results indicate that the RSSI primarily
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captures information associated with anomalous radio behaviour, whereas the battery level
captures information associated with abnormal energy depletion.

Altitude alone provided little discriminatory capability for the attack classes. Although
the Altitude-only configuration achieved 100% Normal recall, it produced zero recall for
both Jamming and Battery Depletion attacks. This result should not be interpreted as
a strong overall classification performance; rather, it reflects the model’s tendency to
classify observations as the dominant Normal class when altitude is used in isolation. The
corresponding Macro F1-score of 31.654% further demonstrates that altitude alone provides
insufficient information for distinguishing the three traffic classes.

Table 5. Feature-ablation performance of the Teacher architecture using individual, pairwise, and
complete feature configurations. Results are reported as mean ± standard deviation across five
random seeds.

Feature
Configuration Accuracy (%) Macro F1 (%) Macro

AUC-OVR (%)
Normal Recall

(%)
Jamming
Recall (%)

Battery
Recall (%)

RSSI only 93.653 ± 0.057 58.781 ± 0.314 72.496 ± 0.348 99.921 ± 0.038 67.573 ± 1.630 0.000 ± 0.000
Altitude only 90.409 ± 0.000 31.654 ± 0.000 50.009 ± 0.752 100.000 ± 0.000 0.000 ± 0.000 0.000 ± 0.000
Battery only 93.562 ± 0.121 59.036 ± 0.461 73.037 ± 0.202 99.883 ± 0.174 0.000 ± 0.000 69.548 ± 2.260

RSSI + Altitude 93.647 ± 0.026 58.735 ± 0.082 71.800 ± 0.772 99.939 ± 0.052 67.134 ± 0.661 0.000 ± 0.000
RSSI + Battery 97.766 ± 0.009 90.657 ± 0.035 89.848 ± 0.274 99.912 ± 0.000 76.059 ± 0.115 79.096 ± 0.111

Altitude + Battery 93.730 ± 0.042 59.896 ± 0.110 73.180 ± 0.207 99.842 ± 0.087 0.000 ± 0.000 73.913 ± 0.904
RSSI + Altitude +

Battery 97.845 ± 0.002 90.997 ± 0.009 89.759 ± 0.155 99.911 ± 0.002 76.026 ± 0.045 80.818 ± 0.000

The pairwise feature combinations provide further evidence of the complementary
relationship between the RSSI and battery level. Combining altitude with RSSI did not
materially improve the ability to detect Battery Depletion attacks, while combining the
altitude with battery level continued to provide no effective discrimination of Jamming
attacks. In contrast, the RSSI + Battery configuration detected both attack classes, achieving
a Jamming and Battery Depletion recall of 76.059% and 79.096%, respectively. Its Macro
F1-score increased substantially to 90.657 ± 0.035%, demonstrating that the combination
of radio and energy-related information provides most of the discriminatory capability
required for the three-class classification task.

The complete RSSI + Altitude + Battery configuration achieved the highest overall
Macro F1-score of 90.997 ± 0.009% and increased the Battery Depletion recall to 80.818%.
However, the improvement relative to RSSI + Battery was modest. RSSI + Battery also
achieved a marginally higher Macro AUC-OVR and Jamming recall than the complete
feature set. These findings indicate that the RSSI and battery level constitute the principal
complementary attributes in the proposed framework, while altitude provides a smaller
contextual contribution when incorporated into the complete three-feature representation.

The effect of feature selection on classification performance is further illustrated in
Figure 5.

Figure 5 further highlights the substantial performance improvement obtained when
the RSSI and battery level are used jointly. Configurations that lack either of these two
attributes exhibit markedly lower Macro F1-scores, whereas RSSI + Battery approaches the
performance of the complete three-feature configuration. The addition of altitude provides
a further but comparatively small improvement in Macro F1-score. Overall, the ablation
results show that the complete three-feature representation provides the highest Macro
F1-score, while demonstrating that the principal discriminatory information is provided by
the complementary RSSI and battery-level attributes and that altitude contributes only a
modest additional benefit.
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Figure 5. Macro F1-score obtained using individual, pairwise, and complete feature configurations.
Bars represent the mean performance across five random seeds (42–46), and error bars indicate ± one
standard deviation.

4.3. Computational Efficiency

In addition to the classification performance, the computational efficiency of the pro-
posed approach was evaluated to determine whether architectural compression produces
measurable reductions in the model complexity and inference requirements. The Teacher
and Student (8) models were compared in terms of the trainable parameters, serialised
model size, training time, single-sample inference latency, batch-derived inference latency,
and throughput. Student (8) was selected for this comparison because the results in Sec-
tion 4.1 identified it as the most stable compressed architecture, retaining a classification
performance close to that of the Teacher across all three training strategies.

All efficiency measurements were obtained on the same CPU-based experimental
platform, equipped with a 13th Gen Intel Core i7-1355U processor (1.70 GHz) and 16 GB
of RAM and running 64-bit Windows 11 Education. The experiments were implemented
using Python 3.12.10, PyTorch 2.13.0+cpu, and scikit-learn 1.6.0. The single-sample infer-
ence latency was measured following 100 warm-up runs and averaged over 1000 timed
repetitions. The batch inference was evaluated following five warm-up runs and averaged
over 30 repetitions using the complete test set. For the batch inference, the complete test
partition was processed in a single prediction call for each repetition, and the reported
per-sample batch latency was calculated by dividing the mean elapsed inference time by
the number of test samples. The throughput was derived from the same full-test-set timing
measurements. These repeated measurements were used to reduce the influence of the
transient timing variation. The resulting efficiency measurements are presented in Table 6.

The Student (8) architecture contains only 59 trainable parameters compared with
2435 parameters in the Teacher, corresponding to a parameter reduction of approximately
97.6%. Similarly, the serialised Student model size was approximately 2.80 KB compared
with 46.65 KB for the Teacher, representing a reduction of approximately 94.0%. Because
Direct, Hard-KD, and Soft-KD use the same Student (8) architecture, their parameter counts
and serialised model sizes are identical. These reductions therefore result from architectural
compression rather than from the specific Student-training strategy.

The reported model size represents the serialised storage size and should not be
interpreted as runtime memory consumption. Runtime memory was not treated as a
primary quantitative comparison in the present evaluation because process-level memory
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measurements obtained on the host system do not reliably isolate the memory attributable
to an individual model. Accordingly, the serialised model size is reported as a storage
requirement, while precise model-specific runtime memory profiling on the intended
deployment platform remains for future evaluation.

Table 6. Computational-efficiency comparison of the Teacher and Student (8) models.

Model Parameters Training
Time (s)

Model Size
(KB)

Single-Sample
Latency (ms)

Batch Latency
(ms/Sample)

Throughput
(Samples/s)

Teacher 2435 42.70 46.65 0.265 ± 0.144 0.004219 237,036
Student (8)

Direct 59 158.54 2.80 0.596 ± 1.068 0.000347 2,881,320

Student (8)
Hard-KD 59 133.68 2.80 0.224 ± 0.353 0.000234 4,270,433

Student (8)
Soft-KD 59 88.31 2.80 0.162 ± 0.121 0.000180 5,568,576

The batch-inference measurements demonstrate a substantially higher processing
efficiency for the compressed Student architecture under the evaluated CPU-based imple-
mentation. The Teacher required approximately 0.004219 ms per sample during the batch
inference and achieved a throughput of approximately 237,036 samples/s. In comparison,
the Student (8) variants achieved batch-derived latencies between approximately 0.000180
and 0.000347 ms per sample and throughputs between approximately 2.88 and 5.57 million
samples/s. These measurements indicate a substantially greater batch-processing efficiency
for the compact Student architecture under the evaluated CPU environment.

The single-sample latency results require more cautious interpretation. Student (8)
Soft-KD and Hard-KD exhibited a lower mean single-sample latency than the Teacher,
whereas Student (8) Direct produced a higher measured latency. Moreover, the relatively
large timing variability, particularly for Direct training, indicates that very short single-
sample measurements are sensitive to runtime overhead and system-level timing effects. In
addition, the Teacher implementation uses scikit-learn, whereas the Student implementa-
tion uses PyTorch; consequently, these latency differences cannot be attributed exclusively
to the neural-network architecture. For this reason, the parameter count, serialised model
size, batch-derived latency, and throughput provide the more consistent evidence of com-
putational reduction.

The training time exhibits a different pattern. The Teacher required approximately
42.70 s to train, whereas the Student (8) variants required approximately 88.31–158.54 s
depending on the training strategy. Thus, the compact Student does not provide a reduction
in offline training time in the present implementation. This result does not conflict with
the objective of the proposed approach because the training time is influenced by the im-
plementation framework, optimisation procedure, and, for the KD variants, the additional
operations associated with Teacher supervision. The primary efficiency objective is to
reduce the complexity and inference requirements of the resulting Student model rather
than the duration of offline model optimisation. The Teacher and distillation procedures
are required only during offline training and are not required once the Student model has
been trained.

The relative reductions in model-storage requirements and the measured improve-
ments in batch-inference throughput are illustrated in Figure 6. For clarity, both measures
are normalised relative to the Teacher model.

https://doi.org/10.3390/fi18090462

https://doi.org/10.3390/fi18090462


Future Internet 2026, 18, 462 21 of 24

Figure 6. Relative serialised model size and batch-inference throughput of the Teacher and Student
(8) models under the evaluated CPU environment. Values are normalised relative to the Teacher
(1.0×). All Student (8) variants require approximately 6% of the Teacher’s serialised model size, while
exhibiting substantially higher measured batch throughput.

As shown in Figure 6, all Student (8) variants require only approximately 0.06× the
serialised storage of the Teacher, reflecting the substantial reduction in architectural com-
plexity. The measured batch throughput was approximately 12.16×, 18.02×, and 23.49×
the Teacher throughput for Direct, Hard-KD, and Soft-KD, respectively. Since all three
Student variants share the same architecture, the differences in the measured throughput
among the Student training strategies should not be interpreted as structural advantages
of one KD strategy over another. Rather, the principal finding is that the compressed
Student architecture has substantially lower serialised storage requirements and, across
the evaluated Student variants, exhibits a considerably higher measured batch-processing
throughput than the Teacher under the evaluated CPU-based implementation.

Overall, the efficiency results demonstrate that Student (8) provides substantial re-
ductions in the parameter count and serialised model size while retaining a classification
performance close to that of the Teacher, as reported in Section 4.1. The batch-inference
measurements further indicate a substantially higher processing throughput under the
evaluated experimental environment. However, these measurements represent software-
based CPU benchmarking rather than deployment on operational LoRaWAN hardware.
Consequently, they provide evidence of computational efficiency under the experimental
platform but should not be interpreted as direct measurements of gateway- or end-device-
level deployment performance.

5. Conclusions
This paper investigated architectural compression and alternative training strategies

for lightweight multi-attribute PLA in LoRaWAN networks. Building upon our previously
developed PLA framework, the study examined whether progressively smaller Student
models could preserve the classification capability of a higher-capacity Teacher and, impor-
tantly, whether Teacher supervision through Hard-KD or Soft-KD provides an advantage
over directly training the same compact architectures. The study retained the RSSI, al-
titude, and battery level as the multi-attribute input features for distinguishing Normal
Communication, Jamming Attack, and Battery Depletion Attack traffic.

The experimental results demonstrated that substantial architectural compression
could be achieved while retaining a classification performance close to that of the Teacher
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with the Student (8) architecture. Its Macro F1-scores were 90.619 ± 0.056% for Direct
training, 90.591 ± 0.069% for Hard-KD, and 90.626 ± 0.083% for Soft-KD, compared with
91.007% for the Teacher. In contrast, the more aggressively compressed Student (4) and
Student (2) architectures exhibited substantially greater variability across random seeds and
reduced the minority-class detection performance, indicating that excessive compression
can compromise the model stability and attack discrimination.

A key finding of this study was that KD did not consistently outperform the direct
training of the equivalent compact Student architectures. For Student (8), Direct, Hard-KD,
and Soft-KD produced a very similar classification performance, while the more compressed
architectures did not exhibit a consistent advantage from Teacher supervision. These results
indicate that much of the retained performance can be attributed to the representational
capacity of the compact architecture itself rather than to knowledge transfer alone. The
inclusion of a Direct-training baseline was therefore essential for distinguishing the effect
of architectural compression from the contribution of KD.

The feature-ablation analysis further demonstrated that the RSSI and battery level
provide the principal complementary discriminatory information for the evaluated three-
class task. The RSSI was particularly informative for Jamming detection, whereas the
battery level was important for Battery Depletion detection. Altitude alone provided
little discriminatory capability for the attack classes, although its inclusion with the RSSI
and battery level produced a small improvement in the Macro F1-score. These results
show that the complete three-feature representation achieved the highest Macro F1-score,
while confirming that the RSSI and battery level supplied the dominant discriminatory
information and that the altitude contributed a comparatively modest additional benefit.

From a computational perspective, Student (8) reduced the number of trainable param-
eters from 2435 to 59, corresponding to a reduction of approximately 97.6%, while reducing
the serialised model size from 46.65 KB to 2.80 KB, or approximately 94.0%. CPU-based
batch-inference measurements also showed a substantially lower per-sample latency and
higher throughput for the compact Student architecture than for the Teacher under the
evaluated implementation. However, the Student models did not reduce the offline training
time in the present implementation, and differences in the runtime frameworks between
the scikit-learn Teacher and PyTorch Students limit the direct attribution of the measured
latency differences solely to architectural compression.

Overall, the results demonstrate that lightweight Student architectures can substan-
tially reduce the model complexity while preserving a strong classification performance
within the evaluated multi-attribute PLA framework for LoRaWAN. At the same time,
the controlled comparison among Direct, Hard-KD, and Soft-KD demonstrates that KD
should not be assumed to improve a compact model when the underlying classification
task can already be learned effectively through direct supervision. The reported efficiency
measurements were obtained through software-based CPU benchmarking rather than de-
ployment on operational LoRaWAN hardware. Future work should therefore evaluate the
compressed models on representative Network Server, gateway, and embedded platforms,
investigate additional compression techniques such as quantisation and pruning, and assess
robustness under broader network conditions, device populations, and attack scenarios.
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publicly available on Zenodo at https://doi.org/10.5281/zenodo.22044142 (accessed on 21 August
2026). The dataset was developed from the publicly available LoRaWAN Traffic Analysis Dataset
using the device-aware semi-synthetic augmentation and attack-modelling procedures described in
Section 3.2 and in our previous work [12].
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Abbreviations
The following abbreviations are used in this manuscript:

AI Artificial Intelligence
AUC-OVR Area Under the Receiver Operating Characteristic Curve, One-vs-Rest
BDS Battery Drop Speed
BL Battery Level
CSI Channel State Information
DL Deep Learning
IoT Internet of Things
KD Knowledge Distillation
LPWAN Low-Power Wide-Area Network
LoRaWAN Long Range Wide Area Network
ML Machine Learning
MLP Multi-Layer Perceptron
NS Network Server
PLA Physical Layer Authentication
ReLU Rectified Linear Unit
RFF Radio Frequency Fingerprinting
RSSI Received Signal Strength Indicator
SF Spreading Factor
SNR Signal-to-Noise Ratio
TinyML Tiny Machine Learning
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